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Abstract. In this paper we analyze the relationships between the eigen-
values of the m x m Gram matrix K for a kernel k(-,-) corresponding
to a sample x1,...,Xm» drawn from a density p(x) and the eigenvalues
of the corresponding continuous eigenproblem. We bound the differences
between the two spectra and provide a performance bound on kernel
PCA.

1 Introduction

Over recent years there has been a considerable amount of interest in kernel
methods such as Support Vector Machines [b], Gaussian Processes efc in the
machine learning area. In these methods the Gram matriz plays an important
role. The m x m Gram matrix K has entries k(x;,x;), 4,5 = 1,...,m, where
{x;:i=1,...,m} is a given dataset and k(-,-) is a kernel function. For Mercer
kernels K is symmetrlc positive semi-definite. We denote its eigenvalues )\1 >
Ao > /\m > 0 and write its eigendecomposition as K = VAV’ where A is a
dlagonal matrix of the eigenvalues and V' denotes the transpose of matrix V.
The eigenvalues are also referred to as the spectrum of the Gram matrix.

A number of learning algorithms rely on estimating spectral data on a sample
of training points and using this data as input to further analyses. For example
in Principal Component Analysis (PCA) the subspace spanned by the first k
eigenvectors is used to give a k dimensional model of the data with minimal
residual, hence forming a low dimensional representation of the data for analysis
or clustering. Recently the approach has been applied in kernel defined feature
spaces in what has become known as kernel-PCA [I3]. This representation has
also been related to an Information Retrieval algorithm known as latent semantic
indexing, again with kernel defined feature spaces [6].

Furthermore eigenvectors have been used in the HITS [9] and Google’s PageRank
[] algorithms. In both cases the entries in the eigenvector corresponding to the
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maximal eigenvalue are interpreted as authority weightings for individual articles
or web pages.

The use of these techniques raises the question of how reliably these quantities
can be estimated from a random sample of data, or phrased differently, how much
data is required to obtain an accurate empirical estimate with high confidence.
[14] have undertaken a study of the sensitivity of the estimate of the first eigen-
vector to perturbations of the connection matrix. They have also highlighted the
potential instability that can arise when two eigenvalues are very close in value,
so that their eigenspaces become very difficult to distinguish empirically.

In this paper we shift the emphasis towards studying the reliability of the esti-
mates gained from a finite sample. In particular if we perform (kernel-) PCA on
a random sample and project new data into the k-dimensional space spanned by
the first k£ eigenvectors, how much of the data will be captured or in other words
how large will the residuals be. It turns out that this accuracy is not sensitive
to the eigenvalue separation, while at the same time being the quantity that is
relevant in a practical application of dimensionality reduction.

The second question that motivated the research reported in this paper is the
relation between the eigenvalues of the Gram matrix and those of the underlying
process. For a given kernel function and density p(x) on a space X, we can also
write down the eigenfunction problem

Aﬁmwmwmwwzn@m. (1)

Note that the eigenfunctions are orthonormal with respect to p(x), i.e.

/@@wwmmw:%.
X

Let the eigenvalues of the underlying process be ordered so that Ay > Ao > .. ..
This continuous eigenproblem can be approximated in the following way. Let
{x;:1=1,...,m} be a sample drawn according to p(x). Then

m

/X k(x,y)p(x)di(x)dx ~ % Z k(xk,y)di(xk) (2)

k=1

As pointed out in [T7], the standard numerical method (see, e.g., [3], chapter 3)
for approximating the eigenfunctions and eigenvalues of equation () is to use a
numerical approximation such as equation (2) to estimate the integral, and then
plugin y = x; for j =1,...,m to obtain a matrix eigenproblem

1 & .
o D k(%) (xk) = Nidhi (%)
k=1
Thus we see that ,uid;f%& is an obvious estimator for the ith eigenvalue of the
continuous problem. The theory of the numerical solution of eigenvalue problems
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Fig.1. A plot of the log eigenvalue against the index of the eigenvalue. The straight
line is the theoretical relationship. The centre point (marked with a star) in the “error
bar” is the log of the average value of ux. The upper and lower ends of the error bars are
the maximum and minimum values of log(u) respectively taken over ten repetitions.

([3], Theorem 3.4) shows that for a fixed k, us will converge to Ag in the limit
as m — 00.

For the case that X is one dimensional and p(z) is Gaussian and k(z,y) =
exp —b(z — 3)? (the RBF kernel with lengthscale b='/2), there are analytic re-
sults for the eigenvalues and eigenfunctions of equation (IJ) as given in section
4 of [I8]. For this example we can therefore compare the values of p; with the
corresponding A;, as shown in Figure [l Here m = 500 points were used, with
parameters b = 3 and p(z) ~ N(0,1/4). As the result depends upon the random
points chosen for the sample, this process was repeated ten times. We observe
good agreement of the process and matrix eigenvalues for small k, but that for
larger k the matrix eigenvalues underestimate the process eigenvalues. One of
the by-products of this paper will be bounds on the degree of underestimation
for this estimation problem in a fully general setting.

[10] discuss a number of results including rates of convergence of the p-spectrum
to the A-spectrum. The measure they use compares the whole spectrum rather
than individual eigenvalues or subsets of eigenvalues. They also do not deal with
the estimation problem for PCA residuals.

In an earlier paper [I5] we discussed the concentration of spectral properties
of Gram matrices and of the residuals of fixed projections. However, we note
that these results gave deviation bounds on the sampling variability of u; with
respect to E[u;], but did not address the relationship of p; to A; or the estimation
problem of the residual of PCA on new data.
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The paper is organised as follows. In section 2 we give the background results
and develop the basic techniques that are required to derive the main results
in section 3. We provide experimental verification of the theoretical findings in
section 4, before drawing our conclusions.

2 Background and Techniques

We will make use of the following results due to McDiarmid.

Theorem 1. ([12]) Let X, ..., X, be independent random variables taking val-
ues in a set A, and assume that f : A" = R, and f; : A1 — R satisfy for
1<i<n

sup  |f(z1,. ., xn) — filT, oo, Tim1, Tig1, - - 20)] < G,

T1yeTn

then for all € > 0,

5.2
PUf(X1s. o Xn) —Ef (X1, ..., Xo)| > €} < 2exp (ZfECQ>
=11

Theorem 2. ([12]) Let X1, ..., X,, be independent random variables taking val-
ues in a set A, and assume that f: A" = R, for1<i<n

sup |f(1‘17...,£17n) — f(l’l,...,$¢_17i’i7xi+17...,ln)| S Ci,

L1y, Tq

then for all € > 0,

_ 9.2
P{|f(Xla"'aXn) 7Ef(X177Xn)| > 6} S 2exp (Zn26 62)
=11

We will also make use of the following theorem characterising the eigenvectors
of a symmetric matrix.

Theorem 3 (Courant-Fischer Minimax Theorem). If M € R™*™ s sym-
metric, then fork=1,...,m,

v/ Mv . v/ Mv

A(M) = max min
dim(T)=k 0£veT V'V

min max — —,
dim(T)=m—k+10£veT V'V
with the extrema achieved by the corresponding eigenvector.

The approach adopted in the proofs of the next section is to view the eigenvalues
as the sums of squares of residuals. This is applicable when the matrix is positive
semi-definite and hence can be written as an inner product matrix M = X'X,
where X’ is the transpose of the matrix X containing the m vectors xi,...,X,
as columns. This is the finite dimensional version of Mercer’s theorem, and fol-
lows immediately if we take X = V+v/A, where M = VAV’ is the eigenvalue



On the Eigenspectrum of the Gram Matrix 27

decomposition of M. There may be more succinct ways of representing X, but
we will assume for simplicity (but without loss of generality) that X is a square
matrix with the same dimensions as M. To set the scene, we now present a short
description of the residuals viewpoint.

The starting point is the singular value decomposition of X = UXV’, where
U and V are orthonormal matrices and X' is a diagonal matrix containing the
singular values (in descending order). We can now reconstruct the eigenvalue
decomposition of M = X'X = VXU'UXV' = VAV’', where A = X?. But
equally we can construct a matrix N = X X' = UXV'VXU' = UAU’, with the
same eigenvalues as M.

As a simple example consider now the first eigenvalue, which by Theorem Bland
the above observations is given by

/N /XX/ /X 2
A(M) = max YV omax oY o max IV X1~
0#veRm v/v 0#veRm Vv 0#£veR™  Vv'v

m

m
- ROl =3 ol = iy, 3 1P Gl
Ogg§m2n I = 2 e = min, 3R )

where P, (x) (P;(x)) is the projection of x onto the space spanned by v (space
perpendicular to v), since ||x||? = || Py (x)||? + || P& (x)||%. Tt follows that the first
eigenvector is characterised as the direction for which sum of the squares of the
residuals is minimal.

Applying the same line of reasoning to the first equality of Theorem Bl delivers
the following equality

— 2
(M) = | max ko;mgVZIIP %)% (3)

Notice that this characterisation implies that if v¥ is the k-th eigenvector of N,
then

= Z 1Py ()17, (4)

which in turn implies that if Vj is the space spanned by the first k eigenvectors,
then

k
> A ZHPVk x;)||* = ZIIXJII2 Z”PVk x;)1%. ()
i=1
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It readily follows by induction over the dimension of V that we can equally
characterise the sum of the first k£ and last m — k eigenvalues by

k m .
;)\'L(M) :dinrlI(l\E}};(: = HPV X] ||2 ZHXJHQ mn(l‘i})l:k;||ij/_(Xj)H27
m m k

pDRUUE DT wYCUEN I oL TR
i=k+1 j=1 i=1

Hence, as for the case when k& = 1, the subspace spanned by the first & eigenvalues
is characterised as that for which the sum of the squares of the residuals is
minimal.

Frequently, we consider all of the above as occurring in a kernel defined feature
space, so that wherever we have written a vector x we should have put ¥(x),
where 1 is the corresponding feature map

Pp:xeEXr—Y(x)EF

to a feature space F'. Hence, the matrix M has entries M;; = (3(x;), ¥(x;)).
The kernel function computes the composition of the inner product with the
feature maps,

k(x,2) = ($(x),¥(2)) = P(x)'¥(2),

which can in many cases be computed without explicitly evaluating the map-
ping 1. We would also like to evaluate the projections into eigenspaces without
explicitly computing the feature mapping ).

This can be done as follows. Let u; be the ¢-th singular vector in the feature
space, that is the i-th eigenvector of the matrix N, with the corresponding
singular value being o; = v/)\; and the corresponding eigenvector of M being v;.
The projection of an input x onto u; is given by

where we have used the fact that X = UXV’ and k; = ¥(x)'9¥(x;) = k(x,x;).

Our final background observation concerns the kernel operator and its eigen-
spaces. The operator in question is

K(f)(x) = / k(x, 2) f (2)p(z)dz.

X

where p(x) is the underlying probability density function that governs the oc-
currence of different examples. Note that we have moved away from a finite set
of examples to a potentially uncountably infinite space X.
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Provided the operator is positive semi-definite, by Mercer’s theorem we can
decompose k(x,z) as a sum of eigenfunctions,

=3 NG00 2) = (B0, 9(2),

where \; = X;()C(f)) the functions (¢ ( i (%)) form a Complete orthonormal basis

with respect to the inner product (f,g), = fx (x)dx and % (x) is the
feature space mapping
¥ix— W) = (Viax) e F

Note that ¢;(x) has norm 1 and satisfies

6i(x) = A /X k(x, 2) i (2)p(z)dz |

so that
/X2 k(x,2)0;(x)d;(2)p(z)p(z)dydz = \;.

o0

If we let ¢(x) = (¢:(x)),-; € F, we can define the unit vector u; € F corre-

sponding to A; by
u; = /X 6:(x)$(x)p(x)dx = e.

For a general function f(x) we can similarly define the vector

£= /X F(x)p(x)p(x)dx

Now the expected square of the norm of the projection Pr(t)(x)) onto the vector
f (assumed to be of norm 1) of an input % (x) drawn according to p(x) is given
by

E [|Pe(t / P () |*p()dx = /X (F'9(x))? p(x)dx
/ / / fly (v)dy /(2)(z) 1 (x)p(z)dzp(x)dx

-/ ) S V5365 dny 60(2) 60 (x)p(2) dzp(x) dx
X3 =

_ / ) Y VA6 )y ()l /X (%) 60 (X)p(x)dx

=1

Z/\Jqﬁg (v)dyp(z)dz

= [ F3)f(2)k(y,2)p(y)p(z)dydz.

X2



30 J. Shawe-Taylor et al.

Since all vectors f in the subspace spanned by the image of the input space in
F' can be expressed in this fashion, it follows that the sum of the finite case
characterisation of eigenvalues and eigenvectors is replaced by an expectation

M(K(f) = | max  min B[P, (%), (7)

where V' is a linear subspace of the feature space F'. Similarly,

D NK() = | max B[Py (3 ()]

dim(V)=k

=E [ )] ] mln [HP\J/'(’J’(X)”F] J

m (V)=

oo k
D MK =E[lEIIF] = DMK = min E[|[PF((x))[1] (8)
=1

dim(V)=k
i=k+1 im(V)

where Py (1(x)) (P (1(x))) is the projection of 4(x) into the subspace V' (the
projection of 1(x) into the space orthogonal to V).

We are now in a position to motivate the main results of the paper. We con-
sider the general case of a kernel defined feature space with input space X and
probability density p(x). We fix a sample size m and a draw of m examples
S = (x1,X2,...,Xmy) according to p. We fix the feature space determined by
the kernel as given by the mapping 1 using the process eigenfunctions. We can
therefore view the eigenvectors of correlation matrices corresponding to finite
Gram matrices as lying in this space. Further we fix a feature dimension k. Let
Vi be the space spanned by the first & eigenvectors of the correlation matrix
corresponding to the sample kernel matrix K with corresponding eigenvalues
/\1,/\2, .. /\;€7 while Vj is the space spanned by the first k process eigenvec-
tors with corresponding eigenvalues \p, Ag, ..., A\;. Similarly, let IE[ f(x)] denote
expectation with respect to the sample,

NE

f(Xi>7

1
m

E[f(x)] =

1

~.
Il

while as before E[-] denotes expectation with respect to p.

We are interested in the relationships between the following quantities:

k R k
A=
=1 =1

=

B ||IPy, (w)I?| =

i

(]~
=

E [[|Pv, (p(x))I*] =

.
Il

>

E 1Py, ($(x))[]?] and B [||ka 7]

Bounding the difference between the first and second will relate the process
eigenvalues to the sample eigenvalues, while the difference between the first and
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third will bound the expected performance of the space identified by kernel PCA
when used on new data.

Our first two observations follow simply from equation (g,
1k
B 1Py, () 2] = m 2N Z B 1P WE)I (9)

and  E [|[Py, (v ZA > E [|1Pg, () ] (10)

Our strategy will be to show that the right hand side of inequality (@) and the
left hand side of inequality (1) are close in value making the two inequalities
approximately a chain of inequalities. We then bound the difference between the
first and last entries in the chain.

First, however, in the next section we will examine averages over random m
samples. We will use the notation E,,[-] to denote this type of average.

3 Averaging over Samples and Population Eigenvalues

Consider a zero-mean random variable X € RP. Let m samples drawn from p(X)
be stored in the p x m data matrix X. The the sample estimate for the covariance
matrix is Sx = %XX’. Let the eigenvalues of Sx be 1 > pa... > pp. By the
results above these are the same as the eigenvalues of the matrix %X 'X. Note

that in the notation of the previous section p; = (1/m)A;. The corresponding

population covariance be denoted X, with eigenvalues Ay > X2... > A, and
eigenvectors uy,...,u,. Again by the observations above these are the process
eigenvalues.

Statisticians have been interested in the sampling distribution of the eigenvalues
of Sx for some time. There are two main approaches to studying this problem,
as discussed in section 6 of [7]. In the case that p(X) has a multivariate normal
distribution, the exact sampling distribution of p1, ..., u, can be given [8]. Al-
ternatively, the “delta method” can be used, expanding the sample roots about
the population roots. For normal populations this has been carried out by [I1]
(if there are no repeated roots of the population covariance) and [I] (for the
general case), and extended by [16] to the non-Gaussian case.

The following proposition describes how E,,[p1] is related to A; and E,,[u,] is
related to Ap,. It requires no assumption of Gaussianity.

Proposition 1 (Anderson, 1963, pp 145-146). E,,,[u1] > A1 and E,,[pp] <
Ap-

Proof: By the results of the previous section we have

m 1 1 m N
= g3 LIPS 2 23D 1P (I = B (1R GOIP).
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We now apply the expectation operator E,, to both sides. On the RHS we get
EnE [[|Pa, (x)[?] = E [[|Pa, (3)[*] = Xt

by equation (&), which completes the proof. Correspondingly u,, is characterized
by 1, = minge E [ Pe(x)]|?] (minor components analysis). 0

Interpreting this result, we see that E,,[u1] overestimates A, while E,, [ut,] un-
derestimates Ap.

Proposition [T can be generalized to give the following result where we have also
allowed for a kernel defined feature space of dimension Nr < oo.

Proposition 2. Using the above notation, for any k, 1 < k < m,
k E
B>y ] > D051 X and B [3500 ) ] < Zz k1 A

Proof: Let Vi, be the space spanned by the first k process eigenvectors. Then
from the derivations above we have

V: dim V=k

k
Zﬂi: max B [||Py (4 (x))IP] > E [[| P, (9(x)]°]

Again, applying the expectation operator E,, to both sides of this equation
and taking equation (B) into account, the first inequality follows. To prove the
second we turn max into min, P into P+ and reverse the inequality. Again taking
expectations of both sides proves the second part. O

Furthermore, [11] (section 4) gives the asymptotic relationship

I & A L
Em[‘ul]:)\l-‘ra Z T)\J+O(m ) (11)
J=1,5#i
Note that this is consistent with Proposition
Proposition [ also implies that

Np N
Eny [;le ZZ;M

if we sample N points.
We can tighten this relation and obtain another relationship from the trace of

the matrix when the support of p satisfies k(x,x) = C, a constant. For example
if the kernel is stationary, this holds since k(x,x) = k(x —x) = k(0) = C. Thus

trace< > C = Zuz

Also we have for the continuous eigenproblem | 2 k(x,x)p(x)dx = C. Using the

feature expansion representation of the kernel k(x,y) = vajl Xidi(x)¢i(y) and
the orthonormality of the eigenfunctions we obtain the following result
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m Ng

Zui ZZ)\i-

i=1 i=1

Applying the results obtained in this section, it follows that E,,[u;] will overes-
timate A7, and the cumulative sum Zle E,.[p:] will overestimate Zle Ai. At
the other end, clearly for Ny > k > m, pui = 0 is an underestimate of A.

4 Concentration of Eigenvalues

Section 2] outlined the relatively well-known perspective that we now apply to
obtain the concentration results for the eigenvalues of positive semi-definite ma-
trices. The key to the results is the characterisation in terms of the sums of
residuals given in equations (3)) and (6). Note that these results (Theorems H to
B) are reproduced from [I5].

Theorem 4. Let k(x,z) be a positive semi-definite kernel function on a space
X, and let p be a probability density function on X. Fiz natural numbers m and
1<k<mandletS = (x1,...,Xm) € X™ be a sample of m points drawn
according to p. Then for all € > 0,

P{‘;Xk(S) —E,, [;S\k(S)] ‘ > e} < 2exp (ﬂir”) ,

where A\ (S) is the k-th eigenvalue of the matriz K(S) with entries K(S)i; =
k(xi,x;) and R? = maxxex k(x,X).

Proof: The result follows from an application of Theorem [l provided

sup
s

AR(S) = TAulS\ ()| < B2

Let S =S\ {x;} and let V (V) be the & dimensional subspace spanned by the
first k eigenvectors of K(S) (K(S)). Let k correspond to the feature mapping
1. Using equation (3]) we have

NMZM )| 2 mind [P @) = 2n(5)
v 757,
>m1nZ||P P(x;)) H2>m1nZ||P (x,)|I> = R? = \i(S) — R%.D
Jj#i

Surprisingly a very similar result holds when we consider the sum of the last
m — k eigenvalues or the first k eigenvalues.

Theorem 5. Let k(x,z) be a positive semi-definite kernel function on a space
X, and let p be a probability density function on X. Fiz natural numbers m and
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1<k<mandletS = (X1,...,Xm) € X™ be a sample of m points drawn
according to p. Then for all € > 0,

1. 1. —262m
lASk _ lASk > < —2¢*m
and P{ A=Y(S) —E,, [m)\ (S)|| > ep <2exp T ,

where ASF(S) (\>F(S)) is the sum of (all but) the largest k eigenvalues of the
matriz K (S) with entries K(S);; = k(x;,%;) and R? = maxxex k(x,x).

Proof: The result follows from an application of Theorem [ provided

sup
S

Lizrs) - Liswisy {xm’ < B/m.

Let S =S\ {x;} and let V (V) be the £ dimensional subspace spanned by the
first k eigenvectors of K(S) (K(S)). Let k correspond to the feature mapping
1. Using equation (6)) we have

NHS) < NP @)IP < D IP (0P + B = A7F(S) + R?
j= Jsél

NHS) < Y IPF ()P = Z”PV IDNIZ = 1P (9 ()2 < X5 (S).
J#i

A similar derivation proves the second inequality. O

Our next result concerns the concentration of the residuals with respect to a
fixed subspace. For a subspace V and training set .S, we introduce the notation

Py (S) = E[|I1Py (9 (x))IIP]

Theorem 6. Let p be a probability density function on X. Fiz natural numbers
m and a subspace V and let S = (x1,...,X;,) € X™ be a sample of m points
drawn according to a probability density function p. Then for all € > 0,

2R*

Proof: The result follows from an application of Theorem ] provided

PIPA(S) - EnlPr(S)] > o) < 200 2’”).

sup| Py (8) = P(S\ {3} U {5)] < B*/m.

Clearly the largest change will occur if one of the points ¥(x;) and ¥ (%;) is lies
in the subspace V and the other does not. In this case the change will be at
most R?/m. O
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The concentration results of this section are very tight. In the notation of the
earlier sections they show that with high probability

& [Py, ($(x)I12] = ;i En |E [Py, (0| = B ;i]

k
wd B[P =N ~E PRI, (2

where we have used Theorem [5] to obtain the first approximate equality and
Theorem [6] with V' = V} to obtain the second approximate equality.

This gives the sought relationship to create an approximate chain of inequalities

1 k
B 1Py, () 2] = o M Z B PG W)

E[||Pv (% }jA>EMP< )2 (13)

Notice that using Proposition 2 we also obtain the following diagram of approx-
imate relationships

B[Py w2 = £ A2 B[Py ()]

En |4 20 A > E [||Py, ($()[?) = T, A

Hence, the approximate chain could have been obtained in two ways. It remains
to bound the difference between the first and last entries in this chain. This
together with the concentration results of this section will deliver the required
bounds on the differences between empirical and process eigenvalues, as well as
providing a performance bound on kernel PCA.

5 Learning a Projection Matrix

The key observation that enables the analysis bounding the difference between

B [I1Pg, () 2] = 2)

and E [||ka (1(x)) ||2} is that we can view the projection norm || Py, (4 (x))||? as
a linear function of pairs of features from the feature space F.
[

Proposition 3. The projection norm || Py, (¥(x))||* as a linear function fina

feature space 3 for which the kernel function is given by
k(x,z) = k(x,z)%.
Furthermore the 2-norm of the function f is V.
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Proof: Let X = UXV' be the singular value decomposition of the sample matrix
X in the feature space. The projection norm is then given by

F) = 1Py, ($ GO)I1P = 9 (%) UrUjap(x),

where Uy, is the matrix containing the first k£ columns of U. Hence we can write

Nr
1P, ((x))1? = Z Qi (x)ih(x); = Y (%),

17=1 17=1
where 121 is the projection mapping into the feature space F consisting of all

pairs of F' features and a;; = (UxU},);5. The standard polynomial construction
gives

2
k(x,z) = k(x,2)? (Z@b )

Np
3 Bl b)) — > (), ) )

= ($x).%(2)) .

It remains to show that the norm of the linear function is k. The norm satisfies

(note that || - | denotes the Frobenius norm and u; the columns of U)
R k
VP = 3% o = W0t = (St wat ) = 3w
i,7=1 Ia i,7=1

as required. O

We are now in a position to apply a learning theory bound where we consider a
regression problem for which the target output is the square of the norm of the
sample point ||1p(x)[|2. We restrict the linear function in the space F' to have
norm v'k. The loss function is then the shortfall between the output of f and
the squared norm. If we scale this with a factor 1/R? the output is in the range
[0,1] and we can apply Theorem 17.7 of [2].

Due to space limitations we will not quote a detailed result of this type here.
The expected squared residual of a random test point is with probability 1 — ¢

bounded by
1 mo
2 — .
0] (R €+ - E /\Z> ,

i=k+1

where € is chosen so that
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where c is a constant, R? = max; k(x;,X;), k is the projection dimension. The
second factor is the average residue after the projection of the training set or in
other words the sum of the remaining eigenvalues divided by the sample size.
The size of the difference between the expected 2-norm residual and the training
set estimate depends on the dimension of the projection space and the number
of training examples. For a non-trivial bound the number of examples must be
much larger than the projection dimension.

6 Experiments

In order to test the concentration results we performed experiments with the
Breast cancer data using a cubic polynomial kernel. The kernel was chosen to
ensure that the spectrum did not decay too fast.

We randomly selected 50% of the data as a ‘training’ set and kept the remaining
50% as a ‘test’ set. We centered the whole data set so that the origin of the feature
space is placed at the centre of gravity of the training set. We then performed an
eigenvalue decomposition of the training set. The sum of the eigenvalues greater
than the k-th gives the sum of the residual squared norms of the training points
when we project onto the space spanned by the first k eigenvectors. Dividing
this by the average of all the eigenvalues (which measures the average square
norm of the training points in the transformed space) gives a fraction residual
not captured in the k£ dimensional projection. This quantity was averaged over
5 random splits and plotted against dimension in Figure [ as the continuous
line. The error bars give one standard deviation. The Figure 2h shows the full
spectrum, while Figure @b shows a zoomed in subwindow. The very tight error
bars show clearly the very tight concentration of the sums of tail of eigenvalues
as predicted by Theorem

In order to test the concentration results for subsets we measured the residuals
of the test points when they are projected into the subspace spanned by the first
k eigenvectors generated above for the training set. The dashed lines in Figure
show the ratio of the average squares of these residuals to the average squared
norm of the test points. We see the two curves tracking each other very closely,
indicating that the subspace identified as optimal for the training set is indeed
capturing almost the same amount of information in the test points.

7 Conclusions

The paper has shown that the eigenvalues of a positive semi-definite matrix
generated from a random sample is concentrated. Furthermore the sum of the
last m — k eigenvalues is similarly concentrated as is the residual when the data
is projected into a fixed subspace.

Furthermore, we have shown that estimating the projection subspace on a ran-
dom sample can give a good model for future data provided the number of ex-
amples is much larger than the dimension of the subspace. The results provide
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Fig. 2. Plots of the fraction of the average squared norm captured in the subspace
spanned by the first k eigenvectors for different values of k. Continuous line is fraction
for training set, while the dashed line is for the test set. (a) shows the full spectrum,
while (b) zooms in on an interesting portion.
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a basis for performing PCA or kernel-PCA from a randomly generated sample,
as they confirm that the subset identified by the sample will indeed ‘generalise’
in the sense that it will capture most of the information in a test sample.

Experiments are presented that confirm the theoretical predictions on a real
world data-set for small projection dimensions. For larger projection dimensions
the theory is unable to make confident predictions, though in practice the resid-
uals became very small in the examples tested. This phenomenon suggests that
the theory is unable to accurately model the case when the residuals are very
small but the dimension approaches the training set size.

Further research should look at the question of how the space identified by a
subsample relates to the eigenspace of the underlying kernel operator since this
is not guaranteed by the bounds obtained.
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